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Abstract

What Types of Syndicate Partners Do Venture Capitalists Prefer? Evidence

from VC Communities

While it is well-known that syndication is extensively used in venture capital (VC) financing,

less is known about the composition of VC syndicates. We present new evidence on this issue.

While VC firms have a large pool of syndicate partners to choose from, they tend to draw from

smaller groups of partners that we call VC “communities.” We implement new techniques

to uncover these groups and use them to understand preferences driving syndicate partner

selection. We find a complex pattern in which preferences for dissimilar partners to extend

influence coexist with preferences for similarity in terms of functional style on dimensions of

industry, stage, and geographic specialization. The spatial loci of community clusters suggest

that syndicates compete through differentiation and specialization rather than generalized

skills relevant to young firm financing. Community backed ventures are more likely to exit

successfully. Our results are consistent with learning-by-doing or incomplete contracting

models of VC investing in which familiarity aids learning and enhances trust and reciprocity.

JEL classification: G20, G24

Key words Venture capital, syndication, community detection, social networks, boundaries

of the firm



1 Introduction

Venture capitalists raise capital from wealthy individuals and institutional investors and

invest in young firms that promise high upside. According to the National Venture Capital

Association, there were over 56,000 VC deals for $429 billion in the U.S. between 1995 and

2009. VC successes include many high tech firms such as Apple, Cisco, and Microsoft. See

Da Rin, Hellmann, and Puri (2012) for a recent survey of VC research.

VC investing is risky. Firms financed by VCs tend to be young, and often have unproven

business models. VC investing is also resource intensive, demanding considerable effort in

terms of ex-ante screening and follow on support such as strategic advising and recruitment

of key personnel for the portfolio firms.1 VCs manage the risk and resource demands of

investing through multiple strategies. One is the use of security design methods such as

priority, staging, or contracting over control rights.2 A key element of such strategies is

syndication, or co-investing in portfolio firms together with other venture capital investors.

Syndicated deals are economically important. In the U.S., they account for 66% of VC

investment proceeds and 44% of the number of rounds financed. Only 5% of VCs never

syndicate and these are small, peripheral firms. While the importance of syndication is long

recognized in the VC literature (e.g., Bygrave and Timmons, 1992), less is known about

the preferences that drive syndicate partner selection. Do VCs pick syndicate partners

at random? Or, do they draw from subsets of preferred partners? If so, what types of

partners do they prefer? Are preferred partners observably similar or dissimilar, and on

what dimensions are they so? We develop new evidence on these questions, and in doing so,

shed light on the composition of VC syndicates.

We show that while VCs have a large pool of syndicate partners to choose from, they

are likely to draw from smaller groups of preferred partners. Equivalently, VCs cluster

into small groups of preferred-partner “communities,” whose members are more likely to

syndicate with each other than with others. We identify preferred-partner communities from

1See Gorman and Sahlman (1989), Gompers and Lerner (2001), or Hellmann and Puri (2002).

2See Cornelli and Yosha (2003) or Neher (1999) on security design. Kaplan and Stromberg (2003, 2004),
Robinson and Stuart (2007) and Robinson and Sensoy (2011) discuss VC contracts.
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observed VC syndication data using techniques recently developed in the physical sciences

literature (Fortunato, 2009). We use the results to understand the structure of preferences

that drive syndicate partner choices and competition between VC syndicates. Our results

indicate that VC preferences are complex, with preferences for similarity on dimensions of

functional style and preferences for the dissimilar on dimensions of size and influence. We find

that different VC clusters represent different pools of expertise, consistent with syndicates

competing through differentiation and specialization in such dimensions such as knowledge

of industry and local geographic markets.

The starting point for our study is the observation that while VCs have wide choices for

syndicate partners, they exhibit strong preferences for some partners over others. To illus-

trate this preference, Figure 1 displays the frequency distribution of the syndicate partners

of J. P. Morgan between 1980 and 1999. The long and thin right tail indicates that it has

many partners – over 600 in the sample period – but a thick left mass shows its preference for

some partners over others. Examples of its preferred partners include Kleiner Perkins, Oak

Investment Partners, and the Mayfield Fund. Figure 2 shows similar patterns for Matrix

Partners, Sequoia Capital, and Kleiner Perkins.

Anecdotal evidence also suggests that VCs prefer to syndicate with a few familiar partners.

Fred Wilson of Union Square Ventures, a prominent investor in major social network sites

such as Tumblr, Twitter and Zynga, says “... there are probably five or ten VCs who I have

worked with frequently in my career and I know very well and love to work with. It’s not

hard to figure out who they are...”3 A familiar VC can be a past syndication partner, or

alternatively, a VC who has dealt with a syndication partner. As Matrix Partners writes

in its website, “... the best way to get in touch with our team is through an introduction

from someone you know in our network.”4 If VCs prefer familiar VCs as partners, we

should observe that they cluster into small groups or communities whose members prefer to

syndicate with each other but not exclusively so.

Economic theory also motivates a preference for small sets of familiar partners. One mo-

3http://www.avc.com/a vc/2009/03/coinvestors.html.

4http://matrixpartners.com/site/about partnering-with-matrix, accessed May 3, 2011. The founder of
LinkedIn, Reid Hoffman, makes a similar point in his autobiography, The Startup of You.
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tivation comes from learning-by-doing models of VC investing (Goldfarb, Kirsch, and Miller

(2007), Sorensen (2008)). VC investing is skill-intensive. While some skills are endowed,

others are acquired through learning-by-doing because VC-funded firms tend to have un-

proven business models. Syndicating with familiar partners can aid learning through better

understanding of partners’ norms and processes (Gertler (1995); Porter (2000)). Incom-

plete contracting theories also generate a preference for familiar partners. In models such as

Grossman and Hart (1986) or Hart and Moore (1990), the suspicion that partners will free

ride or hold up initial investors lowers investment. These problems are alleviated when part-

ners know each other. Familiarity can also lead to better outcomes by enhancing trust and

reciprocity (Guiso, Sapienza, and Zingales (2004), Bottazzi, Da Rin and Hellmann (2011)).

Work in sociology also motivates a preference for a limited number of syndicate partners.

For instance, following Granovetter (1985), agents place more weight on information flows

from familiar sources. A related literature discusses the tradeoffs between familiar and

unfamiliar partners. Relationships with familiar partners generate social capital (Gulati,

1995) but repeating the same set of relationships with no change also precludes access to

valuable source of heterogeneous information, losing the strength of weak ties (Granovetter,

1973). Uzzi (1997) argues that something in between where agents have both strong and

weak ties is likely optimal. This description is exactly the intuition for the preferred-partner

communities we detect and study. VCs belonging to a community predominantly partner

with their community members. However, nothing precludes them from less frequently

partnering outside, as we find in the data. Section 2 formalizes this intuition, develops the

mathematical representation of groups with simultaneous strong and weak ties, and discusses

the optimization problem we solve to detect these groups.

Our first results identify preferred-partner communities. We comment on the technique as

it is new to the finance literature. Our methods take as raw data the history of partnerships

between VCs in past syndications. From this data, we identify communities, or small clusters

of VCs with a high propensity to do business with each other. Community detection is thus

a clustering technique. It is, however, different from clustering methods used in finance, e.g.,

Brown and Goetzmann (1997). We briefly consider the differences.
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Standard clustering problems optimize variation within relative to variation across clus-

ters. Here, we optimize syndication probability within relative to outside. A second difference

is the considerable flexibility we allow in cluster formation. We do not pre-specify the num-

ber of clusters or their size. We allow for multiple clusters of different sizes. We do not

require that all VCs should belong to clusters. We leave cluster boundaries open to let

members syndicate within and outside their preferred partner groups. The flexibility comes

at a price of considerably greater computational complexity. Exact solutions to the problem

of detecting such flexible clusters are not known but algorithms to solve the computational

problem have developed over the last decade (Fortunato, 2009).

Our data comprise U.S. VC syndications between 1980 and 1999. Empirically, we detect

communities in every 5-year period of our sample. About 20% of VC firms in each period

belong to communities and the median community size is 13. We quantify the strength of ties

within to ties outside. On average, a community VC is 16 times as likely to syndicate within

the community than outside. We test whether communities are stable by computing the

Jaccard index, or the fraction of common members shared by all overlapping communities

in adjacent periods. As the statistical distribution of the index is not known, we follow

the event study literature (Brown and Warner, 1985; Barber and Lyon, 1997) and establish

significance through simulations. Our communities are far more stable than under the null.

Thus, we find a large number of preferred-partner groups among VCs. These groups are

both tight-knit and stable.

We next consider the characteristics of a VC’s preferred partners. One view is that a

VC’s preferred partners should be similar. The behavior could arise because of an underlying

behavioral trait, the “birds of a feather flock together” viewpoint of McPherson, Smith-Lovin

and Cook (2001). Theories of contracting with private and manipulable signals (Cestone,

Lerner and White (2006)) also predict that preferred partners should be similar. In these

models, one syndicate member’s optimal quality is increasing in the other’s quality. Finally,

VCs may place more faith in partner judgments if the partners are functionally similar.

Each of these forces predicts that preferred-partner communities contains members who are

relatively similar to each other.

4



A contrasting view is that VCs prefer dissimilar syndicate partners. As Hochberg, Lind-

sey, and Westerfield (2012) discuss, preference for heterogeneity could arise because het-

erogeneous partners give VCs access to broader skill sets, resources to help portfolio firms,

or greater reach in new domains. Preferences for different partners could also arise due to

complementarity-seeking behavior. Here, partners strong on one dimension but weak on

another can seek partners with strength in the dimensions they are weak on, resulting in

preferred partner groups with higher variation along both dimensions. For instance, in the

biotechnology industry, firms strong in drug development often partner with larger firms

with skills in post-development marketing and manufacturing (Robinson and Stuart, 2007).

Tests of whether VCs prefer similar or dissimilar partners require specification of a set of

observable attributes along which there is similarity or dissimilarity seeking behavior. While

our choices largely reflect prior VC literature, our x-variables fall into two broad categories.

One reflects a VC’s functional style and the second set measures a VC’s influence or reach.

We also need to assess the significance of the similarity or dissimilarity between members in

clusters of varying size and number in each period. As the analytic distributions of the test

statistics are unknown, we generate null distributions through simulations.

The test results suggest that partner preferences are subtle, encompassing both prefer-

ences for similarity and preferences for dissimilarity along different dimensions. The dis-

similarity between preferred partners is primarily along dimensions of influence, consistent

with partner-seeking behavior to extend a VC’s reach. Similarity-seeking behavior is along

dimensions of functional style. Preferred partners are similar in terms of how they spread

capital within stage, industry and portfolio geographic location, and also in terms of the

specific stage, industry, or geographic location based expertise. The result is a mix of VC

disassortativity on dimensions of influence coupled with assortativity on dimensions of style.

We next consider the spatial loci of different preferred partner communities. One view of

preferred partner groups is that they are soft conglomerates that house a broad vector of skills

to cater to a broad range of businesses. Alternatively, different community clusters could

locate in separate portions of the style space so that each offers a specialized set of skills.

We test these two views by examining the distances between communities along different
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attribute dimensions. Our evidence is more consistent with the differentiation view in which

different clusters represent different specializations on dimensions such as the knowledge of

local geographic markets or specific sectors.

Finally, we investigate the performance of firms funded by community VCs. A key issue in

all large-scale VC studies is that exits via M&As are noisy, reflecting a mix between failures

and success stories such as Skype’s acquisition by Microsoft. We follow the best practices

in the VC literature by considering multiple definitions of exit, including the most stringent

one, an IPO, and a competing risks specification in which M&As and IPOs are alternative

forms of exit in a competing hazards duration model. There is a positive relation between

successful exit and getting funding from a community VC rather than non-community VC,

a result robust to falsification placebo tests.

The rest of the paper is organized as follows. Section 2 formally defines communities

with strong internal and weak external ties, develops the related optimization problem and

discusses solution methods. Section 3 discusses data. Sections 4 and 5 present the main

results and robustness tests. Section 6 concludes and suggests directions for future research.

2 Preferred-Partner Communities

2.1 Definition

Given a set of VCs, it is straightforward to define sets of preferred partner communities.

These are clusters of VCs with the property that the members of each cluster have strong

syndication ties with each other than with non-cluster members. We do not require that all

VCs exhibit such behavior so not all VCs necessarily belong to preferred partner groups.

2.2 Mathematical Representation

We partition the space of all VCs into K clusters. We suppress time period subscripts

t for compactness. There are K preferred-partner clusters with nk members per cluster,

k = 1, 2, 3, ...K. We have Nk =
∑K

k=1 nk ≤ N where N is the number of VCs so there are
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N −Nk singleton VCs who are not cluster members. We derive K and nk endogenously as

an output of the clustering process instead of imposing arbitrary constraints.

With this background, we specify the community detection problem. Formally, let ck

denote community k and δij(ck) be an indicator variable equal to 1 when both VC i and

VC j belong to community k. Define the propensity to syndicate within a given cluster

as the actual number of syndications within a cluster minus what is expected by chance.

Modularity Q is defined as the sum of in-syndication propensities across all clusters. The

mathematical problem of community detection is to choose the optimal number of clusters

K, the size of each cluster nk, and the cluster membership, i.e., the set of indicator variables

δij(ck), to maximize modularity Q, where

Q =
1

2m

∑
k

∑
i,j

[
aij −

di × dj
2m

]
· δi,j(Ck) (1)

where di =
∑

j aij is the number of syndications done by VC firm i (j) and m = 1
2

∑
ij aij,

with the factor of 2 to reflect the equality of ties between i and j and ties between j and i.

The first term in the square bracket in Eq. (1) represents the actual number of deals

co-syndicated by VCs i and j. The second term in [...] represents deals expected to be co-

syndicated between i and j purely by chance. Intuitively, VC i with many connections will

have greater odds of syndication with any VC j. Thus, the numerator in the second term

di × dj is increasing in the number of connections of VC i. The difference between the two

terms represents cluster k’s propensity to in-syndicate.

Modularity Q sums the in-cluster syndication propensities across all clusters ck. Q lies

in [-1, +1]. Q > 0 means that intra-community ties exceed ties predicted by chance. There

are no known exact solutions for Q-optimization beyond tiny systems. The problem is

computationally intensive given the large number of feasible partitions given the flexibility

in number of clusters, cluster sizes, and because we permit open cluster boundaries.5

Fast solution methods include agglomerative techniques that start by assuming all nodes

are separate communities and build up clusters iteratively. For instance, the particular

5See Fortunato (2009) for a discussion of these issues and solution techniques.
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technique we use, the walk trap method, initiates simultaneous random walks at several

nodes, each taking a step in a random direction. Communities are sets of VCs from which

the random walks fail to exit within a fixed number of steps. Intuitively, if a set of VCs are

tight-knit with a high propensity to syndicate with each other, random walks initiated with

any one VC are likely to spend longer periods of time in the clusters. Appendix A gives R

code for implementing the algorithm based on Pons and Latapy (2005).

2.3 Relation to Social Networks Literature

Our study is related to work on social networks in finance. One research stream examines the

pairwise connections between agents, such as ties between CEOs and directors, or directors

and analysts. Another stream examines aggregates derived from the pairwise ties. We discuss

this work and position our study relative to both strands of the literature.

The starting point in the networks literature in finance is the pairwise connections between

agents. For instance, the pioneering studies of Cohen, Frazzini and Malloy (2010, 2012)

examine ties between analysts and boards of directors of firms they cover. Hwang and

Kim (2009) and Chidambaran, Kedia, and Prabhala (2010) analyze links between CEOs

and directors. In the VC context, Bhagwat (2011) and Gompers, Mukharlyamov, and Xuan

(2012) examine connections between executives employed at VC firms based on VC executive

biographies. Connections between VC firms, founders, and top executives are studied by

Bengtsson and Hsu (2010) and Hegde and Tumlinson (2011). Taking these pairwise ties as

x variables, the studies explain dependent variables such as information flows, fraud or exit.

A second stream of research does not stop at pairwise ties but aggregates the ties of an

individual agent to compute aggregate connectedness metrics.6 For example, the influence

of an individual VC, i.e., centrality, is determined by the number of her syndicate partners

and in turn their connections. Hochberg, Ljungqvist and Lu (2007) introduce centrality to

the finance literature. They find that central VCs are more successful ex-post. Engelberg,

Gao and Parsons (2010) find that central CEOs are paid more. Stanfield (2013) studies the

6For a textbook treatment, see http://faculty.ucr.edu/ hanneman/nettext/
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role of LBO sponsor centrality in predicting LBO exits.

The key metric in our study is community membership. Like centrality, it is an aggregate

derived from pairwise ties but the two measures have little else in common either opera-

tionally or economically. Operationally, centrality is a raw or weighted sum of an agent’s

connections while community membership is a solution to the problem of optimizing Q in Eq.

(1). Economically, the two measures capture very different economic intuitions. Centrality

counts the number of ties of an agent. Community membership identifies entire groups of

agents who tend to do business together. As an illustration with a real-life example in fi-

nance, consider Figure 3, reproduced from Burdick et al. (2011). The three banks with high

centrality are Citigroup, J. P. Morgan, and Bank of America. None belongs to communities,

which are in the left and right nodes of Figure 3.

To further illustrate the differences between community and centrality, consider the VC

context. Following Hochberg, Ljungqvist and Lu (2007), a high centrality VC has worked

with many partners. However, centrality says very little about the identity of a VC’s preferred

partners. Centrality sheds no light on whether a VC has a diffuse set of partners or prefers

some partners over others. It does not say which partners are preferred or what attributes

the preferred partners have. However, these types of questions are at the heart of our study

of communities. Neither community nor centrality implies the other nor is one a proper

subset of the other. One is about clusters, or groups who work together in syndicate deals,

while the other is about a single VC’s reach.7

2.4 Relation to Pairwise Ties Literature

Our study extracts entire groups of VCs who show a propensity to syndicate with each

other. Other studies such as Du (2011) and Hochberg, Lindsey, and Westerfield (2012)

study pairwise models of VC tie formation. An interesting and open question is how we can

reconcile the two approaches. In our view, the two techniques are complementary in a sense

7In fact, the physical sciences literature on communities barely refers to centrality. For further discussion
of these distinctions, see Sections 7.1, 7.2, and 11.6 of Newman (2010). Other applications of community
detection include identifying politicians who vote together (Porter et al., 2007). product word groups (Hoberg
and Phillips, 2010), collaboration networks (Newman, 2001). Others are discussed in Fortunato (2009).
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that we elaborate upon next.

Underlying the process of picking VC syndicate partners is a structural model that de-

scribes what partnerships form for a given financing opportunity. This is likely a complex

dynamic model in which VCs choose partners based on their own prior interactions with

the same partner or with other VC partners and the characteristics of the firm being fi-

nanced. The error terms in this choice model have complex unknown time series and spatial

correlation structures.

One approach towards understanding the true model is to actually specify it and estimate

its true parameters such that it reproduces observed data, or the set of realized syndications

over a period of time such as 5 years. This is a complex task as the analytics for even simpler

network formation models are difficult (e.g, Currarini, Jackson, and Pin, 2012). With this

background, the reduced form i.i.d logit models of pairwise tie formation such as those of

Du (2011) and Hochberg et al. (2012) can be viewed as a necessary and useful first step

towards developing a full structural model.

Ours is the converse top-down approach. Instead of starting with the bottom-up approach

of modeling pairwise ties with all attendant complexities of the dynamics and spatial and

temporal error correlations, we start with the end product of the tie formation process.

This is the actual set of observed syndicate partnerships established by VCs over a period of

time, which represents the revealed preferences of VCs in their syndicate partner choices. Our

approach is to invert these observed choices to infer the drivers of VC behavioral preferences.

For instance, we can test whether partner preferences are diffuse or concentrated and the

attributes that drive these preferences.

3 Data

We analyze VC investments made from 1980 to 1999 in Thomson’s Venture Economics

database. The sample period starts in 1980, roughly corresponding to the institutionalization

and growth in the VC industry (Gompers and Lerner, 2001). While the data go to 2010,

our sample ends in 1999 to allow sufficient time to observe successful ex-post outcomes of
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investment. The unit of observation is a round of financing by U.S.-based VC funds.

We refine the initial sample by dropping buyouts, deals in which we cannot identify in-

vestors or there are only individual investors such as angels or management. We do not

exclude deals that involve institutions such as subsidiaries of financial institutions and tech-

nology transfer offices of universities. While these investors have different incentive schemes,

there are two reasons to keep them in sample. First, the deals they finance involve traditional

institutional VCs. Second, each syndicated deal, whether between institutional VCs or by

institutional VCs with others, offers VCs an opportunity to interact and for partners to learn

about each other. To the extent the conventional institutional VC firms we are interested in

learn from such deals and different partner types, we include the latter in our final sample.

A related question is whether we should include only first round financings or first and

subsequent round financings. Here, there are two very different conceptual questions. One is

a mechanical question of miscoded data. These are easily ruled out by discarding successive

rounds of financing within (say) 60 days. The economic question is whether there is any active

learning in second and higher rounds of financings. If later rounds are passive and involve

more routine interactions, familiarity with partners counts for less. If second and later rounds

involve substantial interactions and learning, they matter as much as first rounds. With no

clear guidance about the right approach, we report both sets of results. We take as our

primary working assumption that all rounds involve some learning. However, the specialness

of first round financings motivates us to consider round 1 and later rounds separately. We

report some interesting differences.

The last part of our paper examines investing outcomes through portfolio firm exits. VC

firms can exit through mergers and acquisitions (M&A’s) or through IPOs. We obtain data

on IPO firms from Thomson Financial’s SDC Platinum. We match companies by their

CUSIP identifiers, cross-check the matches against actual names, and further hand-match

the names with those in the Venture Economics database. 1,470 ventures in our sample exit

via IPOs. We obtain M&A data from Thomson Financial’s SDC M&A database. There are

3,545 exits via mergers in our sample.

An important issue in the VC literature is whether exits via M&A are indicators of
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success. Two studies delve into this question in detail using small subsets of venture backed

financings. Kaplan, Sensoy, and Stromberg (2002) track 143 VC investments. For a subset

of 500 companies, Maats et al. (2008) compare Venture Source and Venture Economics

(commercially used data in virtually all VC studies) and cross-check with data on two funds

that they privately obtain. The consensus from both studies is that IPO exits are accurate

but M&A exits have greater noise, divided between failed financings and success stories.

There is no consensus on how best to deal with the noise in M&A exits in large sample VC

studies such as ours because the samples with precisely measured exit are small subsamples

of the whole VC financing datasets. The VC literature’s response is to use (a) conservative;

and (b) multiple measures of exit. The conservative approach is used recently in Gompers,

Mukharlyamov, and Xuan (2012), who ignore M&A exits and define success as an IPO exit.

We adopt this approach and modify it by using a competing hazards model in which an

M&A is a competing hazard for an IPO. This specification refines the IPO-only definition

of successful exit by recognizing that IPOs are observed only if an M&A does not precede

the IPO. For robustness, we also follow Hochberg, Ljungqvist, and Lu (2007) and use the

event of an M&A or an IPO and the progression to a next-round financing as indicators of

successful exit.8

Table 1 gives descriptive statistics for our sample at the level of the VC firm. Our sample

includes 1,962 unique VC firms. On average, a VC firm invests in 22 portfolio firms and

48 rounds. Each round involves investment of $1.95 million. Close to three-quarters of the

deals made by a VC are syndicated and about one-third of the rounds are classified as early

stage investments. The total funds raised by a VC amount to about $128 million (median =

$17.5 million). The average age of each VC at the time of its last investment in our sample is

a little less than 10 years. The VC headquarters are located in 127 Metropolitan Statistical

Areas (MSAs) in our sample, with an average of about 14 VCs per MSA (median of 3 VCs).

The two big VC clusters in California (CA) and Massachusetts (MA) account for about 35%

8The alternative approach of precisely coding every M&A exit is burdensome as it requires manual
intervention and is likely worth a study in its own right. Exit forms only one part of our study and not
its main focus, which is on partner preferences. We are in the process of parsing M&A exits and plan to
incorporate the results in future draft.
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of the VC firms’ headquarters.9

4 Number of Communities and Community Stability

4.1 Number of Communities

Following Hochberg, Ljungqvist, and Lu (2007), we use overlapping windows of 5-year length

to detect syndication patterns. Thus, the first window uses VC investments in all financing

rounds from 1980 to 1984, the second one employs 1981-1985 investments, and so on. The

windows allow sufficient time to identify preferences for syndicate partners but avoid exces-

sively long periods that may contain stale information. We require a minimum community

size of five members and require that the end-to-end diameter not exceed one-fourth that of

the entire network. This constraint is not binding in our dataset.

We find several communities in the time periods in our dataset. VCs cluster into be-

tween 12 and 35 communities that prefer to syndicate with each other. There is considerable

variation in community membership status. About 20% of the active VCs belong to com-

munities. The median community has 13 members. Figures 4–7 depict communities for four

non-overlapping 5-year windows, viz., 1980-1984, 1985-1989, 1990-1994, and 1995-1999. We

show the members of the largest three communities in different colors. The upper plots in

each figure show the entire VC network. To present a less cluttered view of the network, the

lower figure plots the largest community within all communities of at least 5 members.

We see greater density of connections within the largest community than its connections

across communities. We also see a distinction between centrality and community membership

in our sample. In Figure 4 all large communities are connected to one another, but in

Figures 5 and 6 there are satellite communities that are large but disconnected from all

other communities. Figure 7 shows satellite communities in the upper plot but the largest

communities are well connected to the remaining communities. In the lower plot, all large

communities are connected. Peripheral ones at the edge of the network are relatively isolated.

9Some VCs may have satellite offices that we do not include in the current analysis. To the extent larger
VC firms have such offices, the effect is picked up in proxies for VC size.
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4.2 Community Stability

We examine community stability in two ways. One test examines community status. We

ask whether a VC who belongs to a community in one period belongs to some community in

another period. Table 2 reports the results. On average, 90% of community VCs continue to

belong to a community in the next period and 75% of community VCs remain community

VCs five years later. The community status of a VC is stable but not invariant.

The more difficult question is whether VCs tend to belong to the same community in

successive periods. A single community could stay unchanged across two periods or break

up into two communities whose union contains the original cluster. It could also break

into multiple communities. When there are multiple communities of different sizes in the

first period, each of which can break in arbitrary ways and intersect members of other

communities from earlier periods, it is no longer possible to establish lineage. We cannot tell

which community in period t+ 1 was “formed” from which community in period t.

We quantify community stability using the Jaccard index, which is an index of similarity

between two sets. If A and B are two sets, the Jaccard index is J(A,B) = |A∩B|
|A∪B| . Thus,

the index measures the extent to which A and B overlap and is easily adapted to measure

similarity between two communities in a period. This still leaves open the question of

aggregation across all communities. For this purpose, let At = A1, A2, ..., Am be the set of

m communities at time t, and Bt+1 = B1, B2, ..., Bn be the set of n communities at time

t + 1. For each community Ai, we determine a composite Jaccard measure, JC(Ai, B) =

J(Ai, Bj)j | J(Ai, Bj) > 0 for all j = 1, 2, ..., n. That is, we consider the Jaccard index for

all subsets of communities A and B in successive periods where the intersection of the two is

non-null. The average measure across all initial communities is a composite Jaccard index.

Table 3 presents the composite Jaccard measure for adjacent periods of time averaged

across all 5-year periods. We use simulated communities to establish significance levels.

Specifically, we simulate communities with number and size distribution equal to what we

find in every 5-year period in the data. We determine the average Jaccard index between

communities in adjacent time periods as above. The significance tests are based on the

14



empirical p-values of the distribution of the Jaccard index for 100 simulations.

For all periods, we find that the Jaccard measure of our community is greater than that

of bootstrapped communities at the 1% level of significance. Thus, the composition of

communities in our sample is far more stable than would occur by chance. The stability

makes us more comfortable with the economic interpretation of communities as reflecting

VC partner preferences. If partner preferences are stable, communities should exhibit some

degree of stability across time periods, which is what we find in this section.

5 VC Community Composition and Competition

In this section, we examine the composition of VC communities, to assess what types of

syndicate partners VCs prefer. We also examine the spatial locations of different communities

to understand the nature of competition in the VC market.

5.1 Which VCs Belong to Communities?

Table 4 reports descriptive statistics for financing rounds in our sample classified by whether

rounds are financed by a community VC or not. In our sample, 15,220 out of 33,924 rounds

(about 44%) are syndicated and these account for 66% of proceeds. 10,056 out of 14,897

syndicated rounds, or 67%, are community rounds. Early stage rounds account for about

a third of the sample and 45% of these are community rounds. 16,270 deals or close to

one-half of the investment rounds are in the CA/MA geographical clusters. This reflects

a concentration of VC investments in these states as well as their representation in VC

databases (Kaplan, Sensoy and Stromberg (2002)).

Venture Economics classifies VC firms into 10 industry categories. Panel B of Table

4 shows that the software industry accounts for the largest share of financing rounds in

our sample, followed by medical or health firms, communications and media, and internet

firms. Interestingly, community VC is more likely for the riskier and complex business

models characteristic of software businesses and less likely for consumer product or industrial

businesses. The finding indicates that VC firms draw on preferred partners more when facing
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greater uncertainty, consistent with Cestone, Lerner, and White (2006).

Panel C in Table 4 describes key characteristics across rounds. There is greater investment

in rounds with a community VC ($5 million) than in rounds with no community VCs ($3

million). Besides higher investment per round, community rounds tend to have more VC

firms than rounds with no community VC, both in syndicated and non-syndicated rounds.

For instance, community VC syndicated rounds have 3.85 VCs on average compared to 2.64

VCs in rounds with no community VC. This pattern holds for early stage rounds and initial

financing rounds. Panel D gives exit information, which we analyze and discuss later.

5.2 Partner Preferences: Hypotheses and Attributes

In principle, VCs could seek partners who are similar or dissimilar to themselves. Similarity-

seeking behavior among VCs could reflect a behavioral preference for interacting with people

of similar backgrounds, as discussed in McPherson, Smith-Lovin, and Cook (2001). Alterna-

tively, Chung, Singh, and Lee (2000) argue that status-based homophily can prevail because

it has signaling value to outsiders. Cestone, Lerner, and White (2006) develop theoretical

models in which partner similarity acts in complementary ways to generate the best financ-

ing decisions. These arguments suggest assortative matching in which VCs are more likely

to prefer similar VCs as syndicate partners.

The case for disassortative matching is based on the benefits of diversity. For instance,

funds skilled in raising capital may partner with niche focused funds with skills in specific

sectors. As Hochberg et al. (2012) point out, complementarity seeking behavior could also

result in preferences for the dissimilar. For instance, if there are two attributes X and Y

characterizing VCs, complementarity-seeking behavior suggests that high X, low Y VCs

should prefer as a partner low X high Y VCs. The net effect is that preferred partners

have high variance in both X and Y . As a concrete example, the large VC firm Kleiner,

Perkins, Caufield, and Byers largely prefers to invest in the clean tech area with the smaller

VC firm Foundation Capital, which has greater domain expertise in the area. Foundation

benefits from the fund-raising capability and the reputation of the larger Kleiner, while
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Kleiner accesses niche expertise that a small firm such as Foundation Capital brings.

It is important to note that matching need not be assortative or disassortative uniformly

across all attributes. The received VC literature makes specific predictions about dimensions

of similarity. In the learning and vetting hypothesis for syndicate formation (Sorensen, 2008

or Cestone, Lerner, and White, 2006), the evaluation and screening abilities of partners drive

syndicate partner preferences. If knowledge is style-specific, within-community similarity

should primarily be along the dimension of functional expertise of VCs. Under this view,

heterogeneity preference is limited to dimensions that proxy for a VC’s radius of influence.

Our specification of VC attributes follows along these lines.

Following the above discussion, we specify two categories of attributes. One category of

attributes proxy for a VC’s reach and influence. Following Hsu (2004), one is VC age, which

is the difference between the VC’s last investment in year t and the VC’s founding year. The

second proxy is the VC’s assets under management, which is a direct measure of its dollar

resources. Finally, following Hochberg, Ljungqvist, and Lu (2007), we consider eigenvector

centrality, which measures influence based on a weighted sum of a VC’s total number of

connections. Greater centrality implies more influential VCs.

A second set of attributes reflects a VC’s investing style, i.e., the set of specific asset

classes or investment types that the VC focuses attention on. Placement memorandums

used for fund raising articulate investing styles. While these descriptions are not legally

binding, they have bite as they form the basis on which limited partners allocate capital. In

fact, as Coller Capital’s 2008 Global Capital Barometer report finds, 84% of limited partners

do not look upon changes in stated styles (or style drift) favorably.

Existing literature suggests three major dimensions of VC style: industry, stage and

geography. (Sorenson and Stuart, 2001; Chen, Gompers, Kovner, Lerner, 2010; Tian, 2011).

Anecdotal evidence is consistent with these dimensions of functional styles. It is common

for a VC fund to identify an industry focus in the formal agreement with limited partners

(Lerner, Hardymon, and Leamon, 2007). An illustration of the three dimensions of focus

is the case of SV Angel, a “seed-stage” fund with “... tentacles into New York media and
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the advertising world.”10 We consider style based on a VC’s past investments in different

sectors and portfolio firm stages reported by Venture Economics. With regard to geography,

we consider both the location of the portfolio companies in which the VCs invest and the

location of the VC’s headquarters. Investing experience in a region results in information

flows about the resources in the region while the location of senior management of a VC can

also identify hard and soft information about investments in a geographic area.

5.3 Test Statistics

To examine the nature of VC partner preferences across attributes, we compute the within-

community variation of measurable VC attributes. We benchmark these results by comparing

the variation to similar variation for simulated communities. The simulated communities are

equal in number and have the same number of members as what we actually observe in the

true preferred-partner communities detected in the data. Lower within-community variation

relative to the null indicates a preference for similar VCs as syndicate partners.

For continuous characteristics (such as age, VC’s assets under management (AUM) and

centrality), the within-variation is the standard deviation of the attribute for VCs within

the community, averaged across all communities. For discrete variables, we consider a style

similarity measure based on the Herfindahl-Hirschman Index (HHI) by category for each

VC. If VCs are functionally similar, they should have similar HHIs. The dispersion of HHIs

measures the functional similarity of VCs. HHIs can be computed based on the number of

transactions in each style bucket or the proceeds. We report the former but obtain similar

results for the latter.11 While HHIs vary from VC to VC, we also consider the geographic

headquarter concentration of all VCs for a community. We compute the HHI based on the

proportion of a community’s VCs in each geographic location.

Besides HHI, we consider a second measure that incorporates both the extent of special-

10http://techcrunch.com/2011/05/24/sv-angel-partners-with-lerer-ventures-to-cross-syndicate-valleynyc-
deals

11Both measures are reasonable. The key resource in a VC firm is partner time, which first order scales by
the number of investments. On the other hand, the capital at risk is proportional to the proceeds invested
in a firm.
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ization of a VC and the specific sectors the VC specializes in. Consider, for instance, one VC

with 100% focus in software and another with 100% focus in biotech. Both will have sector

HHI’s equal to 1.0. The community containing both VCs will (correctly) show no disper-

sion in HHIs as the two VCs are similarly concentrated in allocating their capital proceeds.

However, the two VCs differ in the specific sectors they focus on, which is not picked up

by the HHI variation. To capture the differences in the sectors receiving capital allocation,

we compute standard deviation of the fraction of deals in each bucket across all VCs in a

community. We average the standard deviation across all buckets within a community and

then across all communities. Formally, let the fraction of assets flowing into bucket j for VC

i in community k be fijk. We compute the standard deviation σjk =
∑n

i=1
(fijk−fjk)2

n−1 . The

average standard deviation across all k communities indexes similarity in functional focus.

Operationally, we use five stage variables in Venture Economics (early stage, expansion,

later stage, other, and startup/seed), the 10-industry classification used in Venture Eco-

nomics, and experiment with a variety of geographical clusters. We use the very granular

MSA to state-based locations to the 14 region classifications (e.g., Northern California,

Southern California, New England). We obtain similar results under all approaches.

5.4 Partner Preferences: Results and Discussion

Table 5 reports the average characteristics of VC community members in our sample. Com-

munity VCs are older, larger VCs with greater centrality and are more focused on industry,

stage, and geography compared to simulated communities. The results add to the descriptive

information in Table 4 and supplement it with p-values based on simulations.

Table 6 tests hypotheses about within-community similarity and dissimilarity. We report

the within-community variation measures for various attributes for both observed commu-

nities and simulated communities, and the p-value based on simulated communities. Panel

A reports the results for attributes that proxy for VC influence and reach. While preferred

partner groups appear to be more homogeneous in terms of age, they appear to be more

diverse or have greater variation, in terms of two measures of influence, assets under manage-
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ment (AUM) and centrality. On both dimensions, there is greater variation within observed

communities than in simulated communities. The differences are economically significant

and statistically significant at the 1% level.

Panel B in Table 6 focuses on attributes relating to functional style. We find clear evidence

of homogeneity along several dimensions of style. The first three rows of the Panel show

that communities tend to have lower variation in HHIs than simulated communities. Thus,

generalist VCs prefer as partners other generalist VCs, while concentrated VCs prefer to

syndicate with other concentrated VCs.

The rows below the HHI statistics in Panel B report variation within communities by

percentages invested in each industry, each stage, or each geographical area of portfolio

companies, respectively. Here, the bar for similarity is higher. A low variation requires not

only a pairing of generalists (specialists) with other generalists (specialists) but also matching

on the specific areas of functional expertise. For instance, low variation in industry implies

that focused VCs prefer as partners other focused VCs and that both have relatively similar

distributions of deals across specific industry sectors.

Panels C and D focus on the location and ownership of VC firms. Based on the proportion

of a community’s VCs in different geographic locations, we calculate the location HHI, and

present the average HHI across all communities. We again find evidence of homogeneity

wherein communities draw VCs from similar geographies. Communities have greater geo-

graphic HHI than simulated communities. Similarly, we find that VCs in any community

have similar ownership form.

The results in Panels B-D provide strong evidence of style homogeneity in partner prefer-

ences. We find that preferred partners are similar in stage and industry preferences as well

as ownership and geographic preferences at several levels of granularity. While our preferred

geographic division is the 14-region classification given by Venture Economics which reflects

relatively homogeneous clusters of operation of VCs, we also report results for the more gran-

ular MSA classifications and the less granular level of the state. In all cases the results are

similar: VCs prefer as partners similar functional style VCs. These results provide strong

support for the view that syndicate partners perform a vetting function. The prediction
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of these models is that functionally similar VCs should prefer to partner with each other

in syndicates, as pointed out by Cestone, Lerner, and White (2006). We find exactly this

pattern in the data.

One concern about our analysis based on the share of deals in each bucket may be about

the large number of empty or sparsely populated style cells. While this concern is largely

mitigated by our practice of benchmarking relative to simulated communities, we also con-

sider an alternative approach that focuses on well populated cells. In each time period of 5

years, we consider within-community variation in the fraction of deals in the top 2 stages,

top 3 geographic areas of portfolio companies, and the top 4 industries identified in each

sub period. Table 7 reports similar results for variations within each bucket separately, for

industry, stage and geographic region. VCs within communities exhibit lower variation in

each of the separate buckets of industry, stage and geographic region, providing evidence of

similarity among community VCs in terms of functional expertise as well.12

In sum, we find that VCs are not averse to reaching out to dissimilar VCs such as ones who

are differently networked from themselves, provided there is similarity in functional style.

Thus, there are elements of both assortative and disassortative matching in syndicate partner

preferences. The results make a broader point about “diversity” as an empirical construct.

Our results support those in Hochberg et al. (2012) and we join them in emphasizing that

there is no particular reason why teams should be uniformly similar or dissimilar along all

dimensions. Understanding the dimensions on which there is similarity and those in which

there is dissimilarity is perhaps more informative and useful than attempting to force fit all

attributes to generate a single diversity index (Harrison and Klein, 2007).13

12The top industries, stages and geography of interest change over time. For instance, consumer products
is in the top-4 in the early 1980s, but Internet industry replaces it after the 1990s. We also consider cosine
similarity measures as in Hoberg and Phillips (2010) rather than our variation measures and obtain similar
results.

13Having said this, we also examine cosine similarity of VCs to judge the aggregate similarity between
VCs across all attributes within a community and find a preference for the similar.
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5.5 Competition Between VC Syndicates

In this section, we examine the nature of competition between syndicates in the venture

financing market. Communities represent sets of VC firms who tend to syndicate with each

other. While the previous analysis focused on differences within communities, this section

tests the differences between communities to assess competition between VC syndicates.

One view of competition between syndicates is that syndicates differentiate by offering

specialized skills. For instance, specialist knowledge may be required to finance clean energy

due to technical expertise or knowledge of sector-specific regulations. Special expertise may

be needed for assessing novel therapeutic protocols for cancer treatments. The opinions and

judgments of multiple VCs specializing in the same sector become useful and VCs should

seek preferred partners in the same skill area. This model of differentiation suggests that

communities of preferred partners choose different spatial locations. The differences between

communities are complementary to similarity within communities.

The alternative viewpoint is that communities are similar to each other, effectively acting

as “soft” conglomerates that pool a broad vector of skill sets to portfolio firms. “Generalist”

communities could arise if there is generalized management skill, as in Lucas (1978) or

Maksimovic and Phillips (2002), that is important to all forms of VC investing. For instance,

early stage firms may have good ideas within specific functional domains but may lack the

organizational, management, or financial expertise to scale the ideas and translate them into

successful businesses. If this type of skill is important and scalable across a broad range of

firms seeking venture financing, we should observe communities choosing similar locations in

the VC attribute space. Functional style similarity within communities a similar distribution

of capital allocation by VCs within a community. The across differences capture whether

communities in aggregate separate themselves through differentiation or not.

Our empirical strategy is to identify the centroid of communities along each style di-

mension. We test whether the style distance between community centroids is greater than

what we observe for simulated communities. Greater distance implies specialization and

differentiation while spatial proximity along a style dimension implies that it is not a basis

for differentiation. Table 8 reports the results. We find evidence of specialization along all
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three style dimensions of stage, industry, and location. There is less support for the view

that communities are conglomerates that pool skills and compete with each other . Rather,

different communities appear to be source of different sets of specialized VC syndicates.

5.6 Performance

Our last tests examine whether sourcing financing from a community VC is associated with

quicker exit. Given the noise in properly classifying M&A exits as successes or failures, as

discussed in Section 3, we consider multiple measures of successful exit.

We precede our discussion of the results and specifications with two comments. First,

we do not estimate causal effects (Roberts and Whited, 2011).14 Moreover, the theoretical

arguments for communities suggest that they act through better ex-ante selection rather than

ex-post casual effects, so the effects of our x variable do not necessarily rely on causality.

Thus, we do not focus on disentangling causal effects. We focus instead on establishing

robustness of the performance results through placebo falsification tests.

Panel D of Table 4 presents univariate performance results. We find that 12,622 (or 37%)

of financing rounds exit through IPOs or M&As. IPOs account for 11%, or a third of these.

In community rounds, 14% exit through IPOs and 29% exit through mergers compared to

9% and 24% for non-community VC rounds, respectively. We find similar patterns when

considering exits classified by the number of portfolio companies rather than the number

of rounds of financing. 13% of companies sourcing funds from a community VC firm at

least once have IPO exits compared with 7% of companies who never have community VC

financing. Finally, 78% of all rounds with a community VC proceed to a next round of

financing compared to 65% of the rounds with no community VC.

We turn to multivariate models next. While Appendix B describes the control variables

in detail, we briefly comment on the key controls here. First, we include a dummy variable

for syndication, following the robust finding in the VC literature (e.g., Brander, Antweiler,

14A key issue is the lack of strong identifying natural experiments or instruments (although see Gompers
et al. 2012 for an effort). A related issue is the long gestation period prior to observing VC outcomes.
Thus, many variables are likely have dynamic effects. Finally, there is a multiplicity of counterfactuals. The
structural approach of Sorensen (2007) is likely more profitable avenue for causal inference.
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and Amit (2002)) that syndication predicts success. We do not attempt to decompose

syndication into its selection and ex-post value add components. As Sorensen (2007) points

out, disentangling these effects is a complex structural exercise due to the multiplicity of

counterfactuals. We follow virtually all received VC literature and take a similarly agonistic

approach. We control for syndication without specifying the channels through which it acts.

We control for the stage of financing through the variable Early Stage and include a

control for whether the portfolio firm is in the geographical clusters of California or Mas-

sachusetts. Following Chen, Gompers, Kovner, and Lerner (2010), we include related controls

for whether VCs are headquartered in these agglomerates. We control for VC experience and

skill (see Krishnan and Masulis (2011) for a survey). We include assets under management,

centrality, IPO Rate, or the rate at which a VC takes its firms public, and Experience, the

average age of the participating VCs as of the year before the financing round. We control

for whether VCs are arms of financial institutions or corporate VC investors. We capture

VC focus through the variables Early Stage Focus and Industry Focus, which are fractions of

firms in the focus areas funded by the VC syndicate. All models include year and industry

fixed effects.

5.6.1 Next Round Financing

As a starting point, we consider follow-on financing as a measure of success. Follow-on

rounds of financing involve reassessment of the portfolio company. Thus, attracting follow-

on funding can be viewed as one metric of success (Hochberg, Ljungqvist, and Lu (2007)).

Our sample includes all rounds that are identifiably numbered and have no missing data for

subsequent rounds when one exists.15

Table 9 reports probit estimates for the earlier of the progression from one round to

another, or exit through IPO or merger within 10 years of the financing round. We find

that community VCs increase the odds of a subsequent round financing after the first and

second round financings. This is unsurprising. Familiar, trusted partners likely matter more

15These criteria reduce the sample of first three rounds from 22,683 to 22,271 rounds. Missing rounds are
spread evenly through the sample period and in both early and non-early stages.
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in the early stages of a venture when more effort is required to screen potential ventures.

Interestingly, VC centrality has complementary effects. It is significant in later rounds but

not in earlier rounds, which is in contrast to the importance of community in the first round.

Perhaps thick rolodexes are more critical in later stages when it provides firms access to a

broader set of resources such as personnel or strategic contacts. Familiar partners matter

more in earlier rounds that call for more intensive screening.

Among the other control variables, rounds with larger VC firms have a higher probability

of follow-on financing or exit. The coefficient on the early stage dummy variable is positive

and statistically significant. One interpretation of this finding is that staged financing is

more prevalent at the early stage firms given the greater informational issues with these

firms (Cornelli and Yosha (2003)). Thus, VC firms manage early stage financing through

more frequent injections of smaller amounts of capital. Syndicated deals have a higher

chance of attracting future funding. Early stage focus is associated with a greater likelihood

of follow-on financing or exit. Thus, firms that declare specialization in early stage ventures

appear to accelerate a firm’s progress to a next round of financing

5.6.2 Exit

We next consider exit as a measure of investing success. Table 10 reports the results. The

baseline is a Cox proportional hazards model in which success is exit through either M&A

or an IPO. We also consider a probit model in which success is exit by M&A or IPO by

year 10, and a model in which exit is defined as achieving an IPO. In the IPO model, we

estimate a competing hazards model that defines IPOs as successes but recognizes that IPOs

are observed only conditional on not having a prior M&A.16 We report Cox estimates in the

form of an exponentiated hazards ratio where a coefficient greater than 1.0 for a variable

indicates that it speeds exit. The key independent variable of interest is the Community

dummy, which equals 1.0 if the round has at least one community VC, and zero otherwise.

In specification (1) of Table 10, the baseline Cox hazards model, the hazard ratio for

16We get similar results if we consider IPOs alone without accounting for the selection effect due to a
(non)merger when there is an IPO.
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community VC is 1.09 and is significant at the 1% level. Thus, community VC financing

speeds exit. Several control variables reaffirm prior work. Among these is a control for

whether a deal is syndicated or not. While it is significant – in fact, it is the economically

most significant variable – community membership remains significant. Early stage ventures

are slower to exit, reflecting their relative immaturity. Centrality is significant and speeds exit

as in Hochberg, Ljungqvist, and Lu (2007). The geographic cluster variables are significant

both for the portfolio firm and for the VC firm, consistent with Chen et al. (2010). We

conduct a robustness test with regard to p-values. Instead of the statistical standard errors,

we conduct placebo falsification tests. Here, we simulate communities of size and number

equal to the actual numbers in the data and derive p-values based on the simulations. The

inferences are robust.

The probit results in specification (2) and the competing hazards in specification (3)

largely mimic the Cox results. In specifications (4) and (5), we show results classified by the

round of financing. As before, community effects are pronounced in round 1, where sourcing

financing from a community VC speeds exit by 10%. The screening of firms is likely more

intensive in the first round when all syndicate partners confront the portfolio firm for the

first round. Trusted partners sourced from communities appear to matter more in these

rounds than in subsequent ones.

5.7 Other Robustness Tests

We consider the following robustness tests for the performance results. We reestimate the

performance regressions with community VC financed rounds defined as portfolio companies

that receive funding from multiple VCs from the same community in a given financing round.

We define a financing round to be a community-based round if and only if there are at least

2 same-community VCs in that round. Community VC rounds are now associated with

17% faster exit, in comparison to 9% in our main specification. The results are significant

at the 1% level. We also consider as community VCs only the set of VCs who belong

to communities in two (or three) successive five year periods to rule out sampling errors.

While these definitions result in smaller samples of community VCs, the results are again
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qualitatively similar.17

One concern with our results is that they overstate similarity within communities because

prior round syndicate members are often automatic participants in future financing rounds.

Table 11 presents two sets of results to address this issue. In one test, we only consider first

time deals within each 5-year rolling window to assess similarity between VCs. Panel A gives

the results. None of the results are qualitatively different from those in Table 6.

In a second test, we consider syndicate relationships derived only from first round financing

interactions. That is, we feed into the community detection algorithm only the first round

syndication partnerships and reestimate the number and size of communities in each period.

We replicate all the tables in the paper. The results in Panel B of Table 11 are qualitatively

similar to those in Table 6. Community members are similar in terms of functional style and

show disassortative matching on dimensions of influence.18

6 Conclusion

Syndication is a pervasive feature of venture capital financing. About two-thirds of the

venture capital financing raised in the U.S. market is syndicated. Syndication is a robust

determinant of successful VC exit. Over a period of time, a venture capital firm is likely to

form syndicates several times and do so with different partners.

We study the composition of syndicates. Do VCs pick syndicate partners at random? Or,

do they have preferred partners, and if so, is the preference assortative or disassortative?

Our study provides new evidence on these questions. We find that VCs do not pick syndicate

partners at random. Nor do they associate with a fixed set of partners. Rather, VCs exhibit

associative preferences in which they are probabilistically more likely to syndicate with some

VCs than others, which leads to clusters or spatial agglomerates that we term “communities.”

We identify several communities in the VC industry using 20 years of venture financing

17In the Cox model, we also obtain similar results when we experiment with definitions of community VCs
as VCs who belong to communities in two successive five year periods and belong to the same communities
in two periods.

18Interestingly, there is dissimilarity in all three dimensions of influence: age, assets under management,
and centrality.
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data. We employ a flexible computational method that does not fix the number of commu-

nities, or the size of communities, and permits VCs to syndicate both within and outside

their preferred clusters. About 20% of all VCs cluster into communities. We find that com-

munities are both stable and tight-knit, suggesting that VCs have strong revealed preference

for familiar syndicate partners.

Our findings highlight that familiarity can help manage the complexities of syndicated

partnerships. While syndication is beneficial as it permits risk-sharing, access to diverse

resources, and second opinions on risky investments, it can also pose a fresh set of problems

for venture capitalists. Suspicions of ex-post hold up and free riding by partners can lead

to insufficient effort and undo the benefits of syndication. Syndicating with familiar part-

ners can mitigate these problems by reducing information asymmetry, building trust, and

enhancing reciprocity between partners. Alternatively or additionally, familiar partners can

enhance learning in models in which VCs learn by doing. The propensity to pick preferred

syndicate partners can be interpreted as an outcome of these forces.

We also analyze the attributes of VCs within communities to assess the nature of partner

preferences in VC syndication. We find complex but unsurprising behavioral preferences

underlying partner preferences. Preferred partners are similar along dimensions of functional

style such as industry or stage focus. These findings are consistent with the view that

syndicate partners perform a vetting function, and that vetting is more important from

functionally similar style partners. We find heterogeneity on dimensions such as VC size

and influence, suggesting heterogeneity in partner preference is mainly driven by the need to

extend a VC’s reach. Finally, we show that community VC financed rounds are more likely

to exit successfully.

The spatial locations of VC communities shed light on the nature of competition between

VC syndicates. One view is that VC communities pool diverse resources to attract a wide

range of portfolio firms and diverse needs for financing and post-financing support. A second

view is that VC investing requires specialized skills so different VC clusters pool different

types of expertise or hard-to-acquire skills. We find evidence of the latter. VCs appear to

specialize through differentiation suggesting that knowledge of local market conditions and
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industries constitute defensible entry barriers in the VC industry.

Our approach towards analyzing the existence and nature of partner preferences has many

applications outside VCs. In finance, syndications are even more pervasive in the commer-

cial banking area and the investment banking field, where, for instance, syndicates form for

underwriting public issues. The nature of partner preferences in these areas constitute a

profitable avenue for future research. Yet another area of potential concerns the theory of

the firm, specifically inter-firm alliances. Robinson (2008) highlights that simultaneous, non-

overlapping inter-firm collaborations are quite common even between firms that compete in

some product markets.19 An interesting question is whether these types of collaborations

also exhibit preferred-partner clustering as in the VC market. Our study provides a tech-

nique for analyzing such questions and understanding the behavioral preferences that drive

partnerships in these networks.

Finally, communities appear to be interesting organizational forms that lie in between

formal conglomerates and firms demarcated by legal organizational boundaries. Spot con-

tracting between legally separate entities helps avoid the inflexibility and complexity of

running large conglomerates. However, it also compromises the benefits of soft information

flows and relationships from an integrated conglomerate. Communities can be regarded as

organizational intermediates that provide some benefits of both forms of organizations, lying

somewhere in between hard-boundary conglomerates that internalize all transactions and

arms-length spot contracting with outside partners.

19An interesting example is Apple Inc. and Samsung Corporation, who are simultaneously collaborators
and competitors, or competitive collaborators, and currently engaged in litigation.
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*

A. Calculating Modularity

In order to offer the reader a better sense of how modularity is computed in different settings,

we provide a simple example here, and discuss the different interpretations of modularity

that are possible. The calculations here are based on the measure developed in ?. Since we

used the igraph package in R, we will present the code that may be used with the package

to compute modularity.

Consider a network of five nodes {A,B,C,D,E}, where the edge weights are as follows:

A : B = 6, A : C = 5, B : C = 2, C : D = 2, and D : E = 10. Assume that a community

detection algorithm assigns {A,B,C} to one community and {D,E} to another, i.e., only

two communities. The adjacency matrix for this graph is

{Aij} =


0 6 5 0 0
6 0 2 0 0
5 2 0 2 0
0 0 2 0 10
0 0 0 10 0



The Kronecker delta matrix that delineates the communities will be

{δij} =


1 1 1 0 0
1 1 1 0 0
1 1 1 0 0
0 0 0 1 1
0 0 0 1 1



The modularity score is

Q =
1

2m

∑
i,j

[
Aij −

di × dj
2m

]
· δij (2)

where m = 1
2

∑
ij Aij = 1

2

∑
i di is the sum of edge weights in the graph, Aij is the (i, j)-

th entry in the adjacency matrix, i.e., the weight of the edge between nodes i and j, and

di =
∑

j Aij is the degree of node i. The function δij is Kronecker’s delta and takes value
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1 when the nodes i and j are from the same community, else takes value zero. The core of

the formula comprises the modularity matrix
[
Aij − di×dj

2m

]
which gives a score that increases

when the number of connections within a community exceeds the expected proportion of

connections if they are assigned at random depending on the degree of each node. The

score takes a value ranging from −1 to +1 as it is normalized by dividing by 2m. When

Q > 0 it means that the number of connections within communities exceeds that between

communities. The program code that takes in the adjacency matrix and delta matrix is as

follows:

#MODULARITY

Amodularity = function(A,delta) {

n = length(A[1,])

d = matrix(0,n,1)

for (j in 1:n) { d[j] = sum(A[j,]) }

m = 0.5*sum(d)

Q = 0

for (i in 1:n) {

for (j in 1:n) {

Q = Q + (A[i,j] - d[i]*d[j]/(2*m))*delta[i,j]

}

}

Q = Q/(2*m)

}

We use the R programming language to compute modularity using a canned function,

and we will show that we get the same result as the formula provided in the function above.

First, we enter the two matrices and then call the function shown above:

> A = matrix(c(0,6,5,0,0,6,0,2,0,0,5,2,0,2,0,0,0,2,0,10,0,0,0,10,0),5,5)

> delta = matrix(c(1,1,1,0,0,1,1,1,0,0,1,1,1,0,0,0,0,0,1,1,0,0,0,1,1),5,5)

> print(Amodularity(A,delta))

[1] 0.4128
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We now repeat the same analysis using the R package. Our exposition here will also show

how the walktrap algorithm is used to detect communities, and then using these communities,

how modularity is computed. Our first step is to convert the adjacency matrix into a graph

for use by the community detection algorithm.

> g = graph.adjacency(A,mode="undirected",weighted=TRUE,diag=FALSE)

We then pass this graph to the walktrap algorithm:

> wtc=walktrap.community(g,modularity=TRUE,weights=E(g)$weight)

> res=community.to.membership(g,wtc$merges,steps=3)

> print(res)

$membership

[1] 0 0 0 1 1

$csize

[1] 3 2

We see that the algorithm has assigned the first three nodes to one community and the

next two to another (look at the membership variable above). The sizes of the communities

are shown in the size variable above. We now proceed to compute the modularity

> print(modularity(g,res$membership,weights=E(g)$weight))

[1] 0.4128

This confirms the value we obtained from the calculation using our implementation of the

formula.

Modularity can also be computed using a graph where edge weights are unweighted. In

this case, we have the following adjacency matrix

> A

[,1] [,2] [,3] [,4] [,5]

[1,] 0 1 1 0 0
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[2,] 1 0 1 0 0

[3,] 1 1 0 1 0

[4,] 0 0 1 0 1

[5,] 0 0 0 1 0

Using our function, we get

> print(Amodularity(A,delta))

[1] 0.22

We can generate the same result using R:

> g = graph.adjacency(A,mode="undirected",diag=FALSE)

> wtc = walktrap.community(g)

> res=community.to.membership(g,wtc$merges,steps=3)

> print(res)

$membership

[1] 1 1 1 0 0

$csize

[1] 2 3

> print(modularity(g,res$membership))

[1] 0.22

A final variation on these modularity calculations is to use a Kronecker delta matrix that

has diagonal elements of zero. In the paper we use the first approach presented in this

Appendix.
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B. Variable Definitions

Variable Description

Age Number of years between a VC’s last investment in year t
and the VC firm’s founding year

AUM Total capital under management, in $ million, of all those VC
funds that invested during a 5-year rolling window

AUM Round natural log of one plus the average AUM, in $ million, of the
participating VCs’ funds that invested until the year prior to
the financing round

Centrality VC’s eigenvector centrality based on syndicated rounds dur-
ing a 5-year rolling window

Community Equals 1.0 if there is at least one community VC in the fi-
nancing round and zero otherwise

Company Geographical
Cluster

Equals 1.0 if the portfolio company funded by the VC is in
the state of California or Massachusetts and zero otherwise

Company Region HHI Herfindahl-Hirschman index based on a VC’s (or a commu-
nity of VCs’) share of total deals in each geographical region
during each 5-year rolling window

Company Region Rank i Geographic region with the ith-highest aggregate $ amount
invested by all VCs in a 5-year rolling window

Company Region Varia-
tion

Squared deviation of the proportion of a VC’s (or a commu-
nity of VCs’) deals in a geographic region from the average
of all VCs’ (or all communities’) proportions in the region,
averaged across all VCs (or communities) and regions, during
each 5-year rolling window

Corporate VC Equals 1.0 if there is at least one venture capitalist who is
the corporate VC arm of a firm

Early Stage Equals 1.0 if the round is an early stage financing and zero
otherwise

Early Stage Focus natural log of one plus the proportion of companies that the
participating VCs invested at an early stage until the year
prior to the financing round

Experience natural log of one plus the average age, in years, of the par-
ticipating VCs from their founding until the year prior to the
financing round20

FI VC Equals 1.0 if there is at least one financial institution VC in
the round

Industry Focus natural log of one plus the proportion of companies funded by
the participating VCs in the same industry as the portfolio
company until the year prior to the financing round

Industry HHI Herfindahl-Hirschman index based on a VC’s (or a commu-
nity of VCs’) share of total deals in each industry during each
5-year rolling window

20Our definition modifies Lindsey(2008)’s definition on two fronts. First, we consider age based on the VC
firm’s founding year rather than its entry into Venture Economics. Second, we consider a VC’s experience
based on time periods prior to the financing round in question.
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B. Variable Definitions - Contd.

Variable Description

Industry Rank i Industry with the ith-highest aggregate $ amount invested by
all VCs in a 5-year rolling window

Industry Variation Squared deviation of the proportion of a VC’s (or a com-
munity of VCs) deals in an industry from the average of all
VCs’ (or all communities’) proportions in the industry, aver-
aged across all VCs (or communities) and industries, during
each 5-year rolling window

IPO Rate natural log of one plus the average of each participating VC’s
ratio of IPOs to number of portfolio companies invested in
the last three years prior to the financing round21

Ownership HHI Herfindahl-Hirschman index based on the proportion of VCs
in a community from each ownership type (e.g., independent
private equity, corporate VC, financial institution VC arm,
others)

Stage HHI Herfindahl-Hirschman index based on a VC’s (or a commu-
nity of VCs’) share of total deals in each stage during each
5-year rolling window

Stage Rank i Financing stage with the ith-highest aggregate $ amount in-
vested by all VCs in a 5-year rolling window

Stage Variation Deviation of the proportion of a VC’s (or a community of
VCs) deals in a stage from the average of all VCs’ (or all
communities’) proportions in the stage, averaged across all
VCs (or communities) and stages, during each 5-year rolling
window

Syndicated Equals 1.0 if the round is syndicated, zero otherwise
VC Geographical Cluster Equals 1.0 if at least one participating VC is in the state of

CA or MA
VC MSA HHI Herfindahl-Hirschman index based on the proportion of VCs

in a community from each MSA
VC Region HHI Herfindahl-Hirschman index based on the proportion of VCs

in a community from each geographic region
VC State HHI Herfindahl-Hirschman index based on the proportion of VCs

in a community from each U.S. state

21Krishnan and Masulis (2011)
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Figure 1: Co-lending network for 2005.

tion: xi =
PN

j=1 Lijxj , !i. This may be compactly repre-

sented as x = L · x, where x = [x1, x2, . . . , xN ]! " RN"1

and L " RN"N . We pre-multiply the left-hand-side of the
equation above by a scalar ! to get ! x = L · x, i.e., an
eigensystem. The principal eigenvector in this system gives
the loadings of each bank on the main eigenvalue and rep-
resents the influence of each bank on the lending network.
This is known as the “centrality” vector in the sociology lit-
erature [6] and delivers a measure of the systemic e!ect a
single bank may have on the lending system. Federal regula-
tors may use the centrality scores of all banks to rank banks
in terms of their risk contribution to the entire system and
determine the best allocation of supervisory attention.

The data we use comprises a sample of loans filings made
by financial institutions with the SEC. Our data covers a
period of five years, from 2005–2009. We look at loans
between financial institutions only. Examples of included
loans are 364-day bridge loans, longer term credit arrange-
ments, Libor notes, etc. The number of loans each year
is not as large as evidenced in the overnight market, and
these loans are largely “co-loans”, i.e., loans where several
lenders jointly lend to a borrower. By examining the net-
work of co-lenders, we may determine which ones are more
critical, and we may then examine how the failure of a criti-
cal lender might damage the entire co-lending system. This
o!ers a measure of systemic risk that is based directly on an
interconnected lending mechanism, unlike indirect measures
of systemic risk based on correlations of stock returns ([1];
[2]; [5]; [15]). A future extension of this analysis will look at
loan amounts, whereas the current analysis is based on loan
counts for which robust data is available.

After constructing the adjacency matrix representing co-
lending activity, we removed all edges with weights less than
2, to eliminate banks that are minimally active in taking on
lending risk with other banks. (This threshold level may
be varied as required by a regulator.) We then removed all
nodes that have no edges.

An example of the resulting co-lending network is pre-
sented in Figure 1 for 2005. We see that there are three large
components of co-lenders, and three hub banks, with con-
nections to the large components. There are also satellite co-
lenders. In order to determine which banks in the network
are most likely to contribute to systemic failure, we com-
pute the normalized eigenvalue centrality score described

2006

20092008

2007

Figure 2: Co-lending networks for 2006–2009.

previously, and report this for the top 25 banks. These are
presented in Table 1. The three nodes with the highest cen-
trality are seen to be critical hubs in the network—these are
J.P. Morgan (node 143), Bank of America (node 29), and
Citigroup (node 47). They are bridges between all banks,
and contribute highly to systemic risk.

Figure 2 shows how the network evolves in the four years
after 2005. Comparing 2006 with 2005 (Figure 1), we see
that there still are disjointed large components connected
by a few central nodes. From 2007 onwards, as the finan-
cial crisis begins to take hold, co-lending activity diminished
markedly. Also, all high centrality banks tend to cluster into
a single large giant component in the latter years.

We also compute a metric of fragility for the network as
a whole, i.e., how quickly will the failure of any bank trig-
ger failures across the network by expanding ripples across
neighborhoods? One such metric of systemic risk is the
expected degree of neighboring nodes averaged across all
nodes—derived in [13], page 190, this is equal to E(d2)/E(d) #
R, where d stands for the degree of a node. Neighborhoods
are expected to expand when R $ 2. We compute this
for each year in our sample (Table 1). The ratio is highest
just before the crisis—and then dissipates as banks take on
less risk through the crisis. The diameter of the co-lending
graph becomes marginally smaller as the network shrinks
over time. This framework may be extended to other met-
rics of systemic risk to develop a systemic risk management
system for regulators.

2.2 Drill-Down into Individual Entities
In this section we describe additional views that Midas

provides centered around individual entities. For example,
once a company such as Citigroup Inc. has been identified
as a critical hub for the financial system, a regulator may
want to dive deeper into various aspects that define Citi-
group: its relationships with other companies (subsidiaries,
competitors, investments, borrowers, etc.), its key execu-
tives (o"cers and directors, over the years), or aggregated
financial data (loans, size of institutional investments, etc.).

For each view that we describe, we briefly mention the

Figure 3: Communities and centrality in bank co-lending networks.
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Figure 4: Network graph for connected VCs (1980–84). The upper plot shows the network of all
VCs in communities (1180 in all), and blue, green, and red nodes in the center of the network
are the VCs in the top three largest communities, respectively. The lower plot shows the network
comprised only of the 134 VCs who are members of the 18 communities that have at least five VCs.
The darker nodes in the lower plot show the VCs in the largest community.
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Figure 5: Network graph for connected VCs (1985–89). The upper plot shows the network of all
VCs in communities (1295 in all), and blue, green, and red nodes in the center of the network
are the VCs in the top three largest communities, respectively. The lower plot shows the network
comprised only of the 180 VCs who are members of the 18 communities that have at least five
VCs. The darker nodes in the lower plot show the VCs in the largest community. Note the single
satellite community at the bottom of the lower plot. Such a community has low centrality.
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Figure 6: Network graph for connected VCs (1990–94). The upper plot shows the network of
all VCs in communities (953 in all), and blue, green, and red nodes in the center of the network
are the VCs in the top three largest communities, respectively. The lower plot shows the network
comprised only of the 114 VCs who are members of the 14 communities that have at least five VCs.
The darker nodes in the lower plot show the VCs in the largest community. Note the two satellite
communities above the main one in the lower plot. Such communities have low centraity.
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Figure 7: Network graph for connected VCs (1995–99). The left plot shows the network of all
VCs in communities (2772 in all), and blue, green, and red nodes in the center of the network
are the VCs in the top three largest communities, respectively. The right plot shows the network
comprised only of the 379 VCs who are members of the 35 communities that have at least five VCs.
The darker nodes in the right plot show the VCs in the largest community.
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Table 1: Venture Capitalists in our sample. This table provides descriptive statistics of the 1,962
unique U.S.-based VCs in our database over the entire 20-year period, from 1980 to 1999. Data are
from Venture Economics and exclude non-US investments, angel investors, and VC firms focusing
on buyouts. We report the number of rounds of financing and the count of portfolio companies a
VC invests in. Investment per round is the amount a VC invests in a round. % Deals Syndicated
is the number of a VC’s syndicated rounds as a percentage of all rounds that a VC invested in. %
Early Stage Deals is the number of a VC’s investment rounds classified by Venture Economics as
early stage as of the round financing date, as a percentage of all Venture Economics deals for the
VC between 1980 and 1999. AUM is the sum of the capital under management of a VC in all funds
that invested during 1980-1999. Total investment is the sum of a VC’s investments over this time
period. Age is defined as the difference in the year of the VC’s last investment in the period 1980
to 1999 and the VC firm’s founding date. # VC firms per MSA is the total number of unique VCs
headquartered a metropolitan statistical area (MSA). CA/MA VC is the fraction of all VCs that
are headquartered in either California or Massachusetts.

Variables: Mean Median # Observations

# Rounds 47.98 9.00 1,962
# Companies 21.64 7.00 1,962
Investment per round ($ mm) 1.95 1.06 1,945
% Deals Syndicated 73.62 80.90 1,962
% Early Stage Deals 35.95 33.33 1,962
AUM ($ mm) 128.01 17.50 1,552
Total Investment ($ mm) 59.51 11.05 1,945
Age 9.59 6.00 1,950
# VC firms per MSA 14.24 3.00 127
CA/MA VC 0.35 0.00 1,962



Table 2: Stability of community status. The table provides data on the number of VCs who belong
to community clusters in each 5-year window and the fraction of these that remain in a community
after 1, 3, and 5 years from the initial window.

Window # Community VCs After 1 year After 3 years After 5 years

1980-1984 134 0.90 0.85 0.77
1981-1985 153 0.96 0.90 0.80
1982-1986 180 0.93 0.80 0.72
1983-1987 177 0.96 0.87 0.77
1984-1988 205 0.87 0.78 0.67
1985-1989 180 0.92 0.83 0.71
1986-1990 169 0.88 0.76 0.69
1987-1991 125 0.88 0.79 0.77
1988-1992 130 0.93 0.78 0.75
1989-1993 111 0.86 0.77 0.71
1990-1994 114 0.89 0.80 0.77
1991-1995 112 0.82 0.80
1992-1996 146 0.93 0.89
1993-1997 173 0.90
1994-1998 246 0.94
1995-1999 379



Table 3: Stability of community composition. We identify community clusters in a 5-year window
and examine whether the communities in the next five year window are similar to the ones in the
previous period. We use the Jaccard similarity index which measures the similarity between every
pair of communities in the adjacent period, and average it across all non-empty intersections. The
Jaccard index is defined as the ratio of the size of the intersection set to the size of the union
set. To benchmark the index, we generate a similar index for simulated communities generated by
matching same community sizes and number of communities in each 5-year rolling window as in
our sample. The last column shows the p-values testing the equality of the composite measure for
the community and simulated community. ∗∗∗ denotes significance at the 1% level.

Window 1 Window 2 Community Bootstrapped p-value
Community

1980-1984 1981-1985 0.188 0.064 0.01∗∗∗

1981-1985 1982-1986 0.175 0.060 0.01∗∗∗

1982-1986 1983-1987 0.182 0.056 0.01∗∗∗

1983-1987 1984-1988 0.217 0.058 0.01∗∗∗

1984-1988 1985-1989 0.141 0.055 0.01∗∗∗

1985-1989 1986-1990 0.177 0.052 0.01∗∗∗

1986-1990 1987-1991 0.155 0.052 0.01∗∗∗

1987-1991 1988-1992 0.155 0.050 0.01∗∗∗

1988-1992 1989-1993 0.252 0.055 0.01∗∗∗

1989-1993 1990-1994 0.123 0.062 0.01∗∗∗

1990-1994 1991-1995 0.246 0.065 0.01∗∗∗

1991-1995 1992-1996 0.143 0.055 0.01∗∗∗

1992-1996 1993-1997 0.128 0.042 0.01∗∗∗

1993-1997 1994-1998 0.135 0.041 0.01∗∗∗

1994-1998 1995-1999 0.109 0.042 0.01∗∗∗



Table 4: Descriptive statistics for 33,924 rounds in 13,541 unique portfolio companies from 1985-
1999. A round is a community round if at least one VC firm participating in it comes from a VC
community. Communities are detected using a walk trap algorithm applied to syndicated deals
over five year windows rolled forward one year at a time. The sample comprises VC deals obtained
from Venture Economics but excludes non-US investments, angel investors and VC firms focusing
on buyouts. Industry classifications are as per Venture Economics. Exit data are obtained by
matching with Thomson Financial IPO and M&A databases.

Variable Total Community Round Not Community Round

Panel A: Counts By Round
# Deals 33,924 15,220 18,704
—Round 1 11,018 3,581 7,437
—Round 2 6,881 3,015 3,866
—Round 3 4,784 2,410 2,374
Syndicated 14,897 10,056 4,841
Early stage 12,118 5,472 6,646
Geographical Cluster 16,270 9,607 6,663
Rounds with
—Geographical Cluster VC 19,678 12,140 7,538
—Corporate VC 3,372 1,923 1,449
—FI VC 7,586 4,415 3,171

Panel B: Percentage By Venture Economics Industry
—Biotech 6.8 7.3 6.3
—Commu&Media 12.1 13.3 11.1
—Hardware 7.3 9.0 6.0
—Software 19.8 22.7 17.5
—Semiconductor, Electricals 7.0 7.9 6.3
—Consumer Products 7.8 5.3 9.9
—Industrial, Energy 5.9 3.4 8.0
—Internet 11.0 11.9 10.3
—Medical 13.7 15.0 12.7
—Others 8.5 4.4 11.9

Panel C: Round Statistics
Proceeds ($ million) 4 (1) 5 (2) 3 (1)
# VCs 2.08 (1) 2.89 (2) 1.42 (1)
—in syndicated rounds 3.46 (3) 3.85 (3) 2.64 (2)
—in early stage rounds 1.93 (1) 2.53 (2) 1.43 (1)
—in round 1 1.54 (1) 2.03 (2) 1.31 (1)
—in round 2 2.00 (1) 2.70 (2) 1.45 (1)
—in round 3 2.38 (2) 3.23 (3) 1.52 (1)

PANEL D: Exit
Rounds with
—IPO exits 3,828 2,071 1,757
—M&A exits 8,794 4,363 4,431
—Follow-on funding 23,972 11,903 12,069



Table 5: Characteristics of Same-Community VCs. The table compares key community charac-
teristics with those of simulated communities generated by matching community sizes and number
of communities in each 5-year rolling window. For each community (and simulated community),
we generate the mean of the characteristic, and present the average value across communities. Age
uses the number of years between a VC’s last investment in a 5-year window and the founding year
of the VC firm. Assets under management (AUM), in $ million, uses the sum of all VC funds that
invested during a 5-year period. Centrality is based on each VC’s eigenvector centrality determined
for each 5-year rolling window. For the remaining attributes, we calculate the Herfindahl-Hirschman
Index (HHI) as the sum of squared share in each subcategory of the attribute. Industry HHI is the
Herfindahl index based on the % of a community VC’s deals in each industry, while Stage HHI is
the Herfindahl index based on the % of deals in each stage of investment. Company Region HHI
is the Herfindahl index based on the % of deals in each geographic region. In unreported tests, we
see similar results when we use HHI based on amount invested. The industry, stage and geographic
region classifications are those provided by Venture Economics. The last column shows the p-values
testing the equality of the means of the community and bootstrapped community characteristics.
∗∗∗, ∗∗, and ∗ denote 1%, 5% and 10% significance, respectively.

Community Simulated p-value
Community

Age 9.18 8.25 0.01∗∗∗

AUM 130.40 70.72 0.01∗∗∗

Centrality 0.08 0.03 0.01∗∗∗

Industry HHI 0.28 0.48 0.01∗∗∗

Stage HHI 0.33 0.52 0.01∗∗∗

Company Region HHI 0.42 0.58 0.01∗∗∗



Table 6: Similarity of Within-Community VCs. The table presents variation in key attributes
(in Panels A-B) and mean geographic location HHI (in Panel C) and ownership HHI (in Panel D)
of VCs within communities, and compares these to those of simulated communities generated by
matching community sizes and number of communities in each 5-year rolling window. We calculate
the Herfindahl-Hirschman index (HHI) as the sum of squared deviation of each subcategory of the
attribute. Age uses the number of years between a VC’s last investment in a 5-year rolling window
and the founding year of the VC firm. Assets under management (AUM), in $ million, uses the sum
of all VC funds that invested during each 5-year rolling window. Centrality is based on each VC’s
eigenvector centrality determined for each 5-year rolling window. Industry, Stage and Company
Region are based on % of a VC’s deals in each of the 10 industries, each of the 5 stages, and each
of the 14 U.S. geographic regions, respectively, as classified by Venture Economics. In Panels A
and B, variations in Reach attributes and attribute HHI, respectively, are the standard deviation of
each attribute of a community’s VC, averaged across all communities. Variation in each attribute
in Panel B measures the mean (across all communities) of the sum of squared deviation in each
subcategory (e.g., Industry j) of each attribute (e.g., Industry) averaged across all subcategories and
all within-community VCs. Panel C uses alternative geographic location variables, from the most
granular (MSA) to the least granular (Region), and calculates the geographic HHI of a community’s
VCs, averaged across all communities. Panel D calculates the ownership HHI of a community’s
VCs, averaged across all communities. The last column shows the p-values testing the equality of
the means of the community and simulated community characteristics. ∗∗∗, ∗∗, and ∗ denote 1%,
5% and 10% significance, respectively, from the test.

Community Simulated p-value
Community

Panel A: Variation in Reach Attributes
Age 6.86 7.37 0.01∗∗∗

AUM 142.74 99.52 0.01∗∗∗

Centrality 0.08 0.05 0.01∗∗∗

Panel B: Variation in Functional Styles
Industry HHI 0.22 0.31 0.01∗∗∗

Stage HHI 0.21 0.28 0.01∗∗∗

Company Region HHI 0.21 0.31 0.01∗∗∗

Industry Variation 0.96 3.20 0.01∗∗∗

Stage Variation 0.70 2.28 0.01∗∗∗

Company Region Vari-
ation

0.89 3.65 0.01∗∗∗

Panel C: Mean of Community Geographic HHI
VC MSA HHI 0.35 0.20 0.01∗∗∗

VC State HHI 0.43 0.24 0.01∗∗∗

VC Region HHI 0.41 0.25 0.01∗∗∗

Panel D: Mean of Community Ownership HHI
VC Ownership HHI 0.55 0.45 0.01∗∗∗



Table 7: Functional Expertise Similarity of Within-Community VCs. We present the mean (across
all communities) of the sum of squared deviation of VC’s share of deal in some subcategories
(based on total $ amount invested in a 5-year rolling window in each of the top 4 industries, top
2 stages, and top 4 company regions, with the remainder share of investment comprising the last
subcategory in each). We compare these values to those of simulated communities generated by
matching community sizes and number of communities in each 5-year rolling window. The last
column shows the p-values testing the equality of the means of the community and simulated
community characteristics. ∗∗∗, ∗∗, and ∗ denote 1%, 5% and 10% significance, respectively, from
the test.

Community Simulated p-value
Community

Industry Rank:
1 0.16 0.23 0.01∗∗∗

2 0.13 0.21 0.01∗∗∗

3 0.12 0.18 0.01∗∗∗

4 0.11 0.17 0.01∗∗∗

5 = Others 0.18 0.33 0.01∗∗∗

Stage Rank:
1 0.17 0.22 0.01∗∗∗

2 0.18 0.24 0.01∗∗∗

3 = Others 0.16 0.28 0.01∗∗∗

Company Region Rank:
1 0.20 0.31 0.01∗∗∗

2 0.10 0.22 0.01∗∗∗

3 0.11 0.17 0.01∗∗∗

4 0.07 0.16 0.01∗∗∗

5 = Others 0.16 0.36 0.01∗∗∗



Table 8: Similarity Across Communities. The table presents across community variation in (av-
erage) key VC attributes (in Panel A), in geographic location HHI (in Panel B) and in ownership
HHI (in Panel C) of VCs within communities, and compares these to those of simulated commu-
nities generated by matching community sizes and number of communities in each 5-year rolling
window. We calculate the Herfindahl-Hirschman index (HHI) as the sum of squared deviation of
each subcategory of the attribute. Industry, Stage and Company Region are based on % of a VC’s
deals in each of the 10 industries, each of the 5 stages, and each of the 14 U.S. geographic regions,
respectively, as classificed by Venture Economics. Panel A shows the mean values (across 5-year
rolling windows) of standard deviation of the within-community HHI from the across-community
average in each 5-year rolling window. In addition in Panel A, for each 5-year rolling window,
we calculate the squared deviation of the within-community averages from the across-community
averages in each subcategory (e.g., Industry j) of each attribute (e.g., Industry), summed across
all subcategories. The table presents mean of these values across all 5-year windows. Panel B
uses alternative geographic location variables, from the most granular (MSA) to the least granular
(Region), and calculates the standard deviation of geographic HHI of communities in each 5-year
window, averaged across all such windows. Panel C calculates the standard deviation of ownership
HHI of communities in each 5-year window, averaged across all such windows. The last column
shows the p-values testing the equality of the means of the community and simulated community
characteristics. ∗∗∗, ∗∗, and ∗ denote 1%, 5% and 10% significance, respectively, from the test.

Community Simulated p-value
Community

Panel A: Variation in Functional Styles
Industry HHI 0.14 0.04 0.01∗∗∗

Stage HHI 0.11 0.05 0.01∗∗∗

Company Region HHI 0.16 0.07 0.01∗∗∗

Industry Variation 1.30 0.60 0.01∗∗∗

Stage Variation 0.63 0.39 0.01∗∗∗

Company Region Vari-
ation

1.40 1.01 0.01∗∗∗

Panel B: Variation of Community Geographic HHI
VC MSA HHI 0.19 0.08 0.01∗∗∗

VC State HHI 0.20 0.09 0.01∗∗∗

VC Region HHI 0.19 0.09 0.01∗∗∗

Panel C: Variation of Community Ownership HHI
VC Ownership HHI 0.19 0.14 0.01∗∗∗



Table 9: Success through next round financing or exit. The table reports the estimates of a probit
model in which the dependent variable is 1.0 if there is a successful exit (IPO or merger) or a
follow-on financing round within 10 years of the investment round and 0 otherwise. See Appendix
B for a description of the independent variables. All specifications include year and industry fixed
effects, which are not reported for brevity. The sample comprises VC deals obtained from Venture
Economics but excludes non-US investments, angel investors and VC firms focusing on buyouts. t-
statistics based on robust standard errors are in parentheses. All specifications are overall significant
at the 1% level. ∗∗∗, ∗∗, and ∗ denote significance at the 1%, 5% and 10% levels, respectively.

Round1 Round2 Round3
(1) (2) (3)

Community 0.093** 0.192*** 0.033
(2.12) (2.79) (0.40)

Early Stage 0.299*** 0.280*** 0.271***
(9.09) (5.03) (3.62)

Company Geographical Cluster 0.090** 0.039 0.142**
(2.56) (0.67) (2.09)

AUM Round 0.179*** 0.073*** 0.106***
(13.14) (2.84) (2.93)

Corporate VC -0.066 0.026 0.131
(-0.98) (0.31) (1.40)

FI VC -0.124*** -0.081 0.019
(-3.19) (-1.31) (0.25)

Syndicated 0.515*** 0.558*** 0.589***
(13.87) (9.34) (7.71)

IPO Rate -0.267*** -0.556*** -0.194
(-3.57) (-3.81) (-0.94)

Centrality -0.068*** 0.021 0.125**
(-3.11) (0.61) (2.54)

VC Geographical Cluster 0.066* 0.029 -0.116
(1.84) (0.46) (-1.44)

Experience -0.102*** -0.088** -0.125***
(-5.61) (-2.48) (-2.62)

Early Stage Focus 0.320*** 0.734*** 0.705**
(2.92) (3.23) (2.36)

Industry Focus 0.082 0.086 0.139
(0.72) (0.39) (0.48)

# Observations 9,328 4,262 3,105



Table 10: Time to exit and probability of exit. Specification (1) reports the estimates of a Cox
proportional hazards model. The dependent variable is the number of days from financing to the
earlier of exit (IPO or merger) or April 30, 2010. Specification (2) reports the estimates of a probit
model in which the dependent variable is 1.0 if there is an exit (IPO or merger) within 10 years
of the investment round and 0 otherwise. Specifications (3)-(5) report estimates of a competing
hazards model where the event of interest is exit only through an IPO (Specification (3)), IPO
or follow on financing after round 1 (Specification (4)) or after round 2 (Specification (5)). A
merger is the competing risk in the competing hazards models. See Appendix B for a description of
the independent variables. The sample comprises VC deals obtained from Venture Economics but
excludes non-US investments, angel investors and VC firms focusing on buyouts. All specifications
include year and industry fixed effects, which are not reported for brevity. Both the specifications
are overall significant at 1%. t-statistics based on robust standard errors are in parentheses. ∗∗∗,
∗∗, and ∗ denote significance at the 1%, 5% and 10% levels, respectively.

Cox Probit Competing Hazards
IPO Round 1 Round 2

(1) (2) (3) (4) (5)

Community 1.089*** 0.043* 1.116** 1.095** 0.950
(2.89) (1.91) (2.14) (2.11) (-0.84)

Early Stage 0.911*** -0.037** 0.849*** 1.425*** 1.375***
(-4.00) (-2.09) (-3.95) (9.69) (6.62)

Company Geographical Cluster 1.057** 0.038** 1.060 1.078** 0.959
(2.30) (2.05) (1.38) (2.05) (-0.83)

AUM Round 1.088*** 0.057*** 1.130*** 1.151*** 1.048*
(6.36) (6.14) (4.88) (8.94) (1.92)

Corporate VC 1.320*** 0.202*** 1.503*** 0.835*** 0.978
(8.23) (7.53) (7.46) (-2.66) (-0.33)

FI VC 1.083*** 0.056*** 1.191*** 0.897*** 0.900*
(3.01) (2.77) (3.90) (-2.58) (-1.94)

Syndicated 1.318*** 0.211*** 1.311*** 1.386*** 1.305***
(10.52) (10.80) (5.77) (9.13) (4.57)

IPO Rate 1.084 0.063 1.145 0.692*** 0.648**
(1.26) (1.25) (1.23) (-3.86) (-2.41)

Centrality 0.998 0.006 0.983 0.943*** 1.032
(-0.19) (0.54) (-0.75) (-2.77) (1.15)

VC Geographical Cluster 1.039 0.026 1.075 1.011 1.000
(1.38) (1.24) (1.44) (0.29) (0.01)

Experience 0.958*** -0.035*** 1.002 0.919*** 0.946*
(-2.61) (-2.91) (0.07) (-4.31) (-1.73)

Early Stage Focus 1.043 0.008 0.546*** 1.894*** 1.850***
(0.42) (0.10) (-3.20) (5.19) (2.90)

Industry Focus 1.090 0.062 1.542** 1.155 1.040
(0.88) (0.85) (2.47) (1.21) (0.20)

# Observations 23,977 24,864 23,977 9,037 4,108



Table 11: Robustness of Within-Communty Similarity. This table provides 2 robustness tests of
similarity among VCs within communities. Panel A considers a community VC’s first investment
in each portfolio company for determining % of deals in each subcategory of attributes, and uses
it to determine within-comunity HHI variation as well as variation between subcategories. Panel
B uses an alternative basis for communities, namely the first round of syndications rather than
all rounds used in our analysis so far. Using these alternative communities, we determine within-
community HHI variation and variation between subcategories. Given the alternative community,
we additionally present the standard deviation of the reach variables only in Panel B. We compare
these values to those of simulated communities generated by matching community sizes and number
of communities in each 5-year rolling window. The last column shows the p-values testing the
equality of the means of the community and simulated community characteristics. ∗∗∗, ∗∗, and ∗

denote 1%, 5% and 10% significance, respectively, from the test.

Community Simulated p-value
Community

Panel A: Only First Time Deals in Each 5-Year Window
Industry HHI 0.20 0.31 0.01∗∗∗

Stage HHI 0.18 0.27 0.01∗∗∗

Company Region HHI 0.21 0.31 0.01∗∗∗

Industry Variation 0.96 3.20 0.01∗∗∗

Stage Variation 0.86 2.48 0.01∗∗∗

Company Region Variation 0.89 3.64 0.01∗∗∗

Panel B: Community detected based only on First Round Syndicates
Age 7.58 7.22 0.10∗

AUM 154.80 96.54 0.01∗∗∗

Centrality 0.08 0.04 0.01∗∗∗

Industry HHI 0.17 0.31 0.01∗∗∗

Stage HHI 0.17 0.27 0.01∗∗∗

Company Region HHI 0.14 0.31 0.01∗∗∗

Industry Variation 0.56 2.43 0.01∗∗∗

Stage Variation 0.34 1.76 0.01∗∗∗

Company Region Variation 0.49 2.79 0.01∗∗∗


